Introduction to SHAP
A great way to increase the transparency of a model is by using SHAP values. SHAP (SHapley Additive
exPlanations), proposed by Lundberg and Lee (2016) 1, is a united approach to explain the output of
any machine learning model, by measuring the features’ importance to the predictions. The benefits of
using SHAP are both at an overall and at a local level, as follows:
•

•

At a global level, the collective SHAP values help to interpret and understand the model. They show
how much each predictor contributes, either positively or negatively, to the target variable. It allows
for very intuitive interpretation of the model structure and is generalisable across a number of
different modelling methodologies.
At a local level, each observation gets its own set of SHAP values (one for each predictor). This
greatly increases transparency, by showing contributions to predictions on a case by case basis,
which traditional variable importance algorithms are not able to do. Having the ability to explain
each granular forecast opens the door to use of ML algorithms in credit decisioning, where Bank’s
are required to explain why given credit decision was taken. In addition, local interpretability can
aid in segmentation and outlier detection.

To give a better picture of how SHAP can be used and its benefits, we have developed two models; a
most widely used model in risk, linear regression, and a recent ML predictive algorithm XGBoost
(Boosting Ensemble of trees). We used SHAP values to interpret both models side-by-side and show
how this approach works.
Data
Both models were developed in Python. The dataset used, boston, is open source, and it contains
information collected by the U.S Census Service concerning housing in the area of Boston Mass.2 It
has 506 observations, and 14 variables (the first 13 being the predictors and ‘MEDV’, the price of a
home, the target variable), as follows:
1) CRIM - per capita crime rate by town
2) ZN - proportion of residential land zoned for lots over 25,000 sq.ft.
3) NDUS - proportion of non-retail business acres per town.
4) CHAS - Charles River dummy variable (1 if tract bounds river; 0 otherwise)
5) NOX - nitric oxides concentration (parts per 10 million)
6) RM - average number of rooms per dwelling
7) AGE - proportion of owner-occupied units built prior to 1940
8) DIS - weighted distances to five Boston employment centres
9) RAD - index of accessibility to radial highways
10) TAX - full-value property-tax rate per $10,000
11) PTRATIO - pupil-teacher ratio by town
12) B - 1000(Bk - 0.63)^2 where Bk is the proportion of blacks by town
13) LSTAT - % lower status of the population
14) MEDV - Median value of owner-occupied homes in $1000's
To simplify comparisons, all predictors were used in both models, to avoid any differences that might
arise from different selection algorithms resulting in different sets of variables.
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https://papers.nips.cc/paper/7062-a-unified-approach-to-interpreting-model-predictions.pdf
It was firstly obtained from the StatLib archive and has been used extensively throughout the literature to benchmark algorithms

Linear regression vs XGBoost – statistical outputs:
One of the simplest statistical models, the linear regression captures the linear relationship between
a dependent/target variable and a set of explanatory/predictor variables.
XGBoost stands for “Extreme Gradient Boosting”3, and is used for supervised learning problems.
Gradient boosting is a machine learning technique for regression and classification problems, which
produces an improved prediction model in the form of an ensemble of models, typically decision trees.
Applying a multiple linear regression to the boston dataset, the resulting R2 is 76%, with a RMSE value
of 4.67.
Same values on the XGBoost are 87% (R2) and 3.11 (RMSE)4, showing that the model is better fitted
on the data.
But how can we understand the algorithm behind the superior methodology, XGBoost?
Linear regression vs XGBoost – SHAP outputs:
The best thing about SHAP is that it offers the same level of interpretation regardless of the model type,
be it a simple regression or a complex machine learning model.
While the regression coefficients and p-values do offer some information on the relationship and impact
of the predictors to the target for linear regression, and the feature importance graphics do the same
for the machine learning models, SHAP offers a more visual, intuitive, and comprehensive approach.
Global interpretability:
At a global level, the below graphs are summarizing the effects of all the explanatory variables on the
model output, colour coded to show the direction of the impact (red means an increase, while blue
shows a decrease), with SHAP value more far away from zero meaning a bigger impact. It is also
visually easy to see which variables have the strongest relationship with the target variable. In this way,
SHAP can also be used as a tool for variable selection.

In both models, the LSTAT variable has the most predictive power. The order of importance, further on,
is slightly different, given that the regression is constrained in fitting the relationship to a linear one,
while the XGBoost can use non-linear components to describe it. This is also apparent in the singlevariable graphs, which, in addition to showing the positive/negative relationships to the target, are also
showing the form of the relationship.

The term originates from Friedman’s paper, “Greedy Function Approximation – A Gradient Boosting Machine” :
http://docs.salford-systems.com/GreedyFuncApproxSS.pdf
4
Since the model is built on a training and a testing dataset, the statistical values will slightly vary depending on the random split,
but the cited values are an average observed over multiple runs.
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The plots below represent the change in predicted house prices as the most predictive variable (LSTAT)
changes. Vertical dispersion at a single value of LSTAT (more visible on the XGBoost plot) represents
interaction effects with other features. To help reveal these interactions, the plot automatically selects
another feature for colouring (see right vertical axis).

The XGBoost model reveals a more complex relationship being captured, and it better explains
interactions between variables.
Local interpretability:
Another great aspect of SHAP is that it determines a separate set of values for each observation in the
dataset. This feature can have multiple usages:
•
•
•
•
•

It allows to explain why model output takes given value for each observation (in case of credit
decisioning, each rejection/approval can be explained).
It can determine the observations where a certain variable or a set of variables are more/less
predictive, and thus it aids in segmentation;
It can help in optimizing the model by removing outliers (observations where SHAP values are
low for a big number/ all variables)
It can help in explaining interdependencies between variables at a local/ segment level
It can help with model exclusions, as missing features have no attributed impact to the model
parameters.

For a local view which makes it clearer which way each variable is ‘pushing’ the model output towards,
the following plots can be used, selecting the row/observation we want to show:

The above graphs are showing the base value (the average model output over the training dataset),
compared to the model output. Shown in red are the variables pushing the prediction higher, while the
opposite holds true for the variables in blue. This is showing both the direction and the measure of

impact for the variables. By putting them side by side, we can also compare the predictions of multiple
models (variable impact, direction, and base value vs model output), on observations or segments.
To better see the impact of SHAP values, and their role in explaining the prediction power, we have
constructed a one-factor simple linear regression, based on the most predictive variable -LSTAT. The
resulting R2 is 54%. By segmenting the dataset by SHAP value (keeping the 200 observations with the
highest SHAP values), the R2 increases to 66%. Doing the opposite (keeping the 200 lowest SHAP
value observations) will, in turn, decrease the R2 to 22%. Moreover, if we apply the initial, multiple
regression, on the segment with the highest LSTAT SHAP values, the initial R2 of 74% increases to
86%.

Conclusion
SHAP is a very useful tool in addressing one of the most stringent issues with ML models:
interpretability/explainability. It can be used both in the development and the validation stage. The
development of a ML model can be improved by SHAP through outlier and missing value detection,
segmentation, variable selection, and variable interaction analysis. In the validation/model governance
stage, SHAP offers a clear way of explaining the components interactions and effects, it can aid in
determining the cause of a drop in performance, and in enabling the validator to propose changes that
might redress the issues.

